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1 [bookmark: _Toc530058165][bookmark: _Toc1330][bookmark: _Toc530045812][bookmark: _Toc17602][bookmark: _Toc471765684]Overview
[bookmark: _Toc28187][bookmark: _Toc530045813][bookmark: _Toc25610][bookmark: _Toc530058166][bookmark: _Toc14495][bookmark: _Toc30656]Purpose
This manual is intended for ivy_mooncake deployment engineers, database administrators (DBAs), and application developers. It explains how to install, configure, use, operate, and troubleshoot ivy_mooncake, guiding readers to build and use real-time columnstore analytics capability on IvorySQL. Before reading this manual, readers are advised to have basic operational experience with Postgres / IvorySQL.
[bookmark: _Toc530058167][bookmark: _Toc1370][bookmark: _Toc156][bookmark: _Toc7448][bookmark: _Toc31037][bookmark: _Toc530045814][bookmark: _Toc1024][bookmark: _Toc14708]Brief Description
ivy_mooncake is a real-time analytics extension that runs on IvorySQL / PostgreSQL. It creates an Apache Iceberg-format columnstore mirror of a business row-store table, guarantees freshness through CDC, and accelerates analytical queries with the DuckDB columnar engine; on top of this it provides end-to-end support for IvorySQL's Oracle-compatible types.

ivy_mooncake is delivered as an extension and supports two deployment forms: the full edition (including ivy_moonlink CDC) and the simplified edition (ivy_duckdb only, read-only analytics).
[bookmark: _Toc530045815][bookmark: _Toc23761][bookmark: _Toc5896][bookmark: _Toc20591][bookmark: _Toc530058168][bookmark: _Toc31464][bookmark: _Toc30664][bookmark: _Toc32642][bookmark: __RefHeading__437_1015124000][bookmark: __RefHeading__178_1633436539][bookmark: __RefHeading__10_1393976253][bookmark: __RefHeading__350_1596151704][bookmark: __RefHeading__81_648620506][bookmark: __RefHeading__264_2027657043][bookmark: __RefHeading__880_589872119][bookmark: __RefHeading__524_1472570419][bookmark: __RefHeading__611_833915931][bookmark: __RefHeading__22_428547937][bookmark: __RefHeading__129_1505863199][bookmark: __RefHeading__46_455646302][bookmark: __RefHeading__700_2065815146][bookmark: __RefHeading__789_315361085][bookmark: _Toc7254][bookmark: _Toc530058169][bookmark: _Toc1383][bookmark: _Toc2798][bookmark: _Toc530045816][bookmark: _Toc8490][bookmark: _Toc26802]Terms and Abbreviations
[bookmark: _Toc31309]Terms and Definitions
	Term
	Definition

	Columnstore mirror
	An Iceberg-format table synchronized in real time with the source row-store table via CDC.

	Logical replication slot
	A mechanism in Postgres that ensures WAL changes are read in order.

	Vectorized execution
	The DuckDB engine executes queries in a columnar, batched manner to improve scan and aggregation performance.



[bookmark: __RefHeading__352_1596151704][bookmark: __RefHeading__702_2065815146][bookmark: __RefHeading__83_648620506][bookmark: __RefHeading__882_589872119][bookmark: __RefHeading__439_1015124000][bookmark: __RefHeading__526_1472570419][bookmark: __RefHeading__791_315361085][bookmark: __RefHeading__131_1505863199][bookmark: __RefHeading__266_2027657043][bookmark: __RefHeading__180_1633436539][bookmark: __RefHeading__24_428547937][bookmark: __RefHeading__613_833915931][bookmark: __RefHeading__48_455646302][bookmark: __RefHeading__12_1393976253][bookmark: _Toc15628][bookmark: _Toc21520][bookmark: _Toc530045817][bookmark: _Toc530058170][bookmark: _Toc30901][bookmark: _Toc31692][bookmark: _Toc6944][bookmark: _Toc6075]Abbreviations
	Abbreviations
	Full Name
	Meaning

	CDC
	Change Data Capture
	Change Data Capture

	WAL
	Write-Ahead Log
	Write-Ahead Log

	OLTP
	Online Transaction Processing
	Online Transaction Processing

	OLAP
	Online Analytical Processing
	Online Analytical Processing

	HTAP
	Hybrid Transaction/Analytical Processing
	Hybrid Transaction/Analytical Processing

	GUC
	Grand Unified Configuration
	Postgres configuration parameter



[bookmark: __RefHeading__182_1633436539][bookmark: __RefHeading__50_455646302][bookmark: __RefHeading__793_315361085][bookmark: __RefHeading__26_428547937][bookmark: __RefHeading__268_2027657043][bookmark: __RefHeading__354_1596151704][bookmark: __RefHeading__615_833915931][bookmark: __RefHeading__441_1015124000][bookmark: __RefHeading__133_1505863199][bookmark: __RefHeading__528_1472570419][bookmark: __RefHeading__884_589872119][bookmark: __RefHeading__704_2065815146][bookmark: __RefHeading__85_648620506][bookmark: _Toc5684][bookmark: _Toc13959][bookmark: _Toc9045][bookmark: _Toc12118][bookmark: _Toc530045818][bookmark: _Toc11512][bookmark: _Toc530058171][bookmark: _Toc30706]Runtime Environment
[bookmark: __RefHeading__530_1472570419][bookmark: __RefHeading__184_1633436539][bookmark: __RefHeading__617_833915931][bookmark: __RefHeading__87_648620506][bookmark: __RefHeading__443_1015124000][bookmark: __RefHeading__135_1505863199][bookmark: __RefHeading__356_1596151704][bookmark: __RefHeading__795_315361085][bookmark: __RefHeading__706_2065815146][bookmark: __RefHeading__52_455646302][bookmark: __RefHeading__270_2027657043][bookmark: __RefHeading__886_589872119][bookmark: _Toc530045819][bookmark: _Toc530058172][bookmark: _Toc17916][bookmark: _Toc28715][bookmark: _Toc7770][bookmark: _Toc20735][bookmark: _Toc13922][bookmark: _Toc18425]System Runtime Environment

	Operating System
	Linux

	Database
	IvorySQL v5 / PostgreSQL 18

	Required Extensions
	ivy_duckdb (read path); the full edition also requires the ivy_moonlink background process (write path)



[bookmark: __RefHeading__888_589872119][bookmark: __RefHeading__358_1596151704][bookmark: __RefHeading__708_2065815146][bookmark: __RefHeading__186_1633436539][bookmark: __RefHeading__797_315361085][bookmark: __RefHeading__532_1472570419][bookmark: __RefHeading__89_648620506][bookmark: __RefHeading__158_455646302][bookmark: __RefHeading__445_1015124000][bookmark: __RefHeading__272_2027657043][bookmark: __RefHeading__137_1505863199][bookmark: __RefHeading__619_833915931][bookmark: _Toc17313][bookmark: _Toc530045820][bookmark: _Toc30508][bookmark: _Toc530058173][bookmark: _Toc25371][bookmark: _Toc16607][bookmark: _Toc25543][bookmark: _Toc30541]Client Runtime Environment
ivy_mooncake introduces no new client or new query language; you can connect with any standard Postgres client over the libpq protocol.
2 [bookmark: _Toc133668705][bookmark: _Toc32149][bookmark: _Toc530058174][bookmark: _Toc30412][bookmark: _Ref476576494]Installation and Deployment
[bookmark: _Toc19663][bookmark: _Toc120420587]Installation Methods
ivy_mooncake offers two installation methods: the first is quick deployment based on Docker, and the second is building and installing from source.
[bookmark: _Toc530058176][bookmark: _Toc133668707][bookmark: _Toc23227][bookmark: _Toc5748]Installation Guide
[bookmark: _Toc15081]Docker Installation
The repository provides a multi-stage Dockerfile based on IvorySQL UBI8 and a docker-compose.yml, with pg_duckdb.so / libduckdb.so / pg_mooncake.so and a preset postgresql.conf (containing the parameters above) already built in.

You can use the pre-built image:
docker run --name ivy_mooncake \
  -e IVORYSQL_PASSWORD=password \
  -p 5432:5432 -p 1521:1521 \
  -v ivy_mooncake_data:/var/lib/ivorysql/data \
  -v ivy_mooncake_warehouse:/tmp/moonlink_iceberg \
  registry.highgo.com/mooncake/ivy_mooncake:0.1

# Build the image
docker build -t ivy_mooncake:latest .
# Or start with one command
docker compose up -d



After the container starts, the database has loaded the preset parameters and is ready to use.
[bookmark: _Toc23564]Build and Install from Source
git clone --recurse-submodules https://github.com/IvorySQL/ivy_mooncake.git
cd ivy_mooncake

cargo pgrx init --pg18=$(which pg_config)

Build and install the dependency ivy_duckdb (skip if already installed)
make ivy_duckdb

Build and install pg_mooncake
make install PG_VERSION=pg18

Edit postgresql.conf:

# Add preloaded extensions
shared_preload_libraries = 'pg_duckdb,pg_mooncake'
wal_level = logical
duckdb.allow_community_extensions = true     # Allow installing community DuckDB extensions

▎ Changes take effect after restarting the instance. The simplified edition only needs to preload pg_duckdb and does not require wal_level=logical.

Optional: control background-process registration (enabled by default in the full edition).
pg_mooncake.enable_bgworker = on             # off degrades to simplified-edition capability (takes effect after restart)

[bookmark: _Toc530058177][bookmark: _Toc22858][bookmark: _Toc21776]Create the Extension
Connect to the target database and run:

CREATE EXTENSION pg_mooncake CASCADE;

CASCADE also creates the dependent pg_duckdb. During installation, the mooncake DuckDB extension is installed from the community source (network access required).

[bookmark: _Toc31983]Basic Usage
[bookmark: _Toc5121]Installation Verification
 -- 1. Extensions are installed
\dx
-- Expect to see pg_mooncake and pg_duckdb

-- 2. The access method is registered
SELECT amname FROM pg_am WHERE amname = 'mooncake';

-- 3. (Full edition) Whether the background process and RPC are ready
SELECT mooncake.bgworker_status();

bgworker_status() returns fields such as guc_enabled, socket_exists, and socket_listening; all true means the full-edition CDC pipeline is ready.
[bookmark: _Toc3181]Uninstall
ALTER SYSTEM SET pg_mooncake.enable_bgworker = off;

-- (Restart the instance)

DROP EXTENSION pg_mooncake CASCADE;

-- (Optional) Delete the pg_mooncake/ columnstore data in the data directory

[bookmark: _Toc31925][bookmark: _Toc530058181][bookmark: _Toc133668708][bookmark: _Toc27950]Functional Operations
[bookmark: _Toc530058182][bookmark: _Toc9231]Creating a Columnstore Mirror Table
First, create a regular table:
CREATE TABLE trades1(
  id bigint PRIMARY KEY,
  symbol text,
  time timestamp,
  price real
);
Then, create a columnstore mirror table:
CALL mooncake.create_table('trades_iceberg', 'trades1');

[bookmark: _Toc3696]Data Writes and Real-time Synchronization
Read and write the source table as usual; changes are reflected to the mirror within sub-second latency via CDC, with no manual operation required:
INSERT INTO trades VALUES
  (1,  'AMD', '2024-06-05 10:00:00', 119),
  (2, 	'AMZN', '2024-06-05 10:05:00', 207),
  (3, 	'AAPL', '2024-06-05 10:10:00', 203),
  (4, 	'AMZN', '2024-06-05 10:15:00', 210);

3 [bookmark: _Toc4848]Usage Reference
[bookmark: _Toc10358]Creating Columnstore Tables
ivy_mooncake columnstore tables stay fully compatible with PostgreSQL while offering significant compression and query-performance advantages for analytical queries.
Currently, all columnstore tables must be created as a replica of an existing PostgreSQL table:
Writes → PostgreSQL row-store table
Analytics → ivy_mooncake columnstore table

For example, to create a columnstore table from an existing row-store table:
CALL mooncake.create_table('trades_analytics', 'trades');

Write operations — all writes go to the original row-store table:
INSERT INTO trades (symbol, quantity, price) VALUES ('AAPL', 100, 150.00);
UPDATE trades SET status = 'filled' WHERE trade_id = 1001;
DELETE FROM trades WHERE trade_id = 1002;

Read operations — choose the right table for the query:
-- Transactional reads from row store (OLTP query)
SELECT * FROM trades WHERE trade_id = 1001;

-- Analytical reads from columnstore (OLAP query)  
SELECT 
    symbol,
    SUM(quantity * price) as total_volume
FROM trades_analytics  -- use the columnstore table
WHERE trade_date >= '2024-01-01'
GROUP BY symbol;

The columnstore table always reads the latest records from the row-store table.

Schema changes made to the row-store table are automatically propagated to the columnstore table, including:
1) Adding columns — new columns are automatically added to the columnstore table
2) Dropping columns — columns are removed from the columnstore table

ALTER TABLE trades ADD COLUMN trade_status VARCHAR(20);

SELECT symbol, quantity, price, trade_status 
FROM trades_analytics 
WHERE trade_date >= '2024-01-01';

[bookmark: _Toc29949]Querying Columnstore Tables
ivy_mooncake translates Postgres queries into DuckDB syntax so they execute efficiently on columnstore tables.
[bookmark: _Toc17806]Aggregation
SELECT 
  region,
  date_trunc('quarter', sale_date) AS quarter,
  SUM(amount) AS total_sales,
  COUNT(*) AS num_transactions,
  AVG(amount) AS avg_sale
FROM sales_columnstore
WHERE sale_date BETWEEN '2023-01-01' AND '2023-12-31'
[bookmark: _Toc22809]Filtering Large Datasets
SELECT 
  customer_id,
  SUM(amount) AS total_spent
FROM sales_columnstore
WHERE sale_date >= CURRENT_DATE - INTERVAL '1 year'
GROUP BY customer_id
HAVING SUM(amount) > 10000
ORDER BY total_spent DESC;

[bookmark: _Toc22448]Time-series Analysis
SELECT 
  date_trunc('day', event_time) AS day,
  COUNT(*) AS num_events,
  SUM(CASE WHEN event_type = 'purchase' THEN 1 ELSE 0 END) AS purchases
FROM events_columnstore
WHERE event_time >= CURRENT_DATE - INTERVAL '30 days'
GROUP BY day
ORDER BY day


[bookmark: _Toc5493]Querying the Data Lake
ivy_mooncake supports querying files in the data lake directly through IvorySQL/PostgreSQL without first loading them into Postgres, which is especially useful for serving large datasets to applications.
[bookmark: _Toc16377]Supported File Formats
ivy_mooncake supports the following file formats:

1) Parquet
2) CSV
3) JSON
4) Iceberg
5) Delta Lake

[bookmark: _Toc9121]Querying Parquet Files
SELECT 
  user_id,
  event_type,
  created_at
FROM mooncake.read_parquet('s3://bucket/events.parquet') AS (
  user_id INT,
  event_type TEXT,
  created_at TIMESTAMP
)
WHERE created_at > '2023-01-01';

[bookmark: _Toc25343]Querying CSV Files
SELECT 
  r['user_id']::INT,
  r['event_type'],
  r['created_at']::TIMESTAMP
FROM mooncake.read_csv('s3://bucket/events.csv', AUTO_DETECT=TRUE) r
WHERE r['created_at']::TIMESTAMP > '2023-01-01';

You can also specify CSV options:

SELECT * FROM mooncake.read_csv('s3://bucket/data.csv', 
  HEADER=TRUE, 
  DELIMITER=',', 
  AUTO_DETECT=TRUE
);

[bookmark: _Toc27162]Querying JSON Files
SELECT 
  json_extract_path_text(data, 'user_id')::INT AS user_id,
  json_extract_path_text(data, 'event_type') AS event_type,
  json_extract_path_text(data, 'created_at')::TIMESTAMP AS created_at
FROM mooncake.read_json('s3://bucket/events.json') AS (data JSONB)
WHERE json_extract_path_text(data, 'created_at')::TIMESTAMP > '2023-01-01';
[bookmark: _Toc14486]Querying Iceberg Tables
SELECT 
  user_id,
  event_type,
  created_at
FROM iceberg_scan('s3://bucket/iceberg_table') AS (
  user_id INT,
  event_type TEXT,
  created_at TIMESTAMP
)
WHERE created_at > '2023-01-01';
[bookmark: _Toc18282]Querying Delta Lake Tables
SELECT 
  user_id,
  event_type,
  created_at
FROM delta_scan('s3://bucket/delta_table') AS (
  user_id INT,
  event_type TEXT,
  created_at TIMESTAMP
)
WHERE created_at > '2023-01-01';

[bookmark: _Toc31496]Joining with PostgreSQL Tables
ivy_mooncake supports joining external files with PostgreSQL tables without loading the data in advance:

SELECT 
  u.name,
  u.email,
  e.event_type,
  e.created_at
FROM users u
JOIN mooncake.read_parquet('s3://bucket/events.parquet') AS (
  user_id INT,
  event_type TEXT,
  created_at TIMESTAMP
) e ON u.id = e.user_id
WHERE e.created_at > '2023-01-01';


[bookmark: _Toc4877]External Table Performance Considerations
Querying external files directly is convenient for ad-hoc analysis but has limited performance. For frequently accessed data or complex analytical workloads, it is recommended to load the data into ivy_mooncake columnstore tables to significantly improve performance:
CREATE TABLE events_analytics USING columnstore AS
SELECT * FROM mooncake.read_parquet('s3://bucket/events/*.parquet') AS (
  user_id INT,
  event_type TEXT,
  created_at TIMESTAMP
);

[bookmark: _Toc30930]Iceberg Configuration
ivy_mooncake writes Iceberg tables to the local file system or cloud storage, making it compatible with the Apache Iceberg table-format ecosystem.

[bookmark: _Toc10936]Iceberg Table Metadata
SELECT * FROM mooncake.columnstore_tables;

This command provides the physical storage location of the Iceberg table.

4 [bookmark: _Toc25942]Use Cases
[bookmark: _Toc5821]Real-time Analytics
ivy_mooncake provides a simple way to accelerate slow analytical queries running on Postgres tables:
1、 Keep the application / write path unchanged.
2、 Simply route analytical reads to the columnstore mirror.
3、 In most cases, read queries stay unchanged.

The key advantages of ivy_mooncake are:
1、 Schema-change support — adding and dropping columns are automatically synchronized to the analytics table.
2、 Zero ETL — no Debezium+Kafka stack required; it leverages Postgres logical replication.
3、 Transactional consistency — analytical queries see a consistent view of the data.

--  OLTP table 
CREATE TABLE orders (
    order_id SERIAL PRIMARY KEY,
    customer_id INTEGER NOT NULL,
    total_amount DECIMAL(10,2) NOT NULL,
    order_date TIMESTAMP NOT NULL DEFAULT NOW()
);

-- Create analytics replica
CALL mooncake.create_table('orders_analytics', 'orders');

-- Write operations: use the original table
INSERT INTO orders (customer_id, total_amount) VALUES (123, 99.99);
UPDATE orders SET total_amount = 149.99 WHERE order_id = 1;

-- Read operations: use the analytics table  
SELECT customer_id, SUM(total_amount) 
FROM orders_analytics 
WHERE order_date >= CURRENT_DATE
GROUP BY customer_id;

[bookmark: _Toc10286]Postgres Lakehouse
Traditionally, managing and writing lakehouse data requires specialized data-engineering tools such as Spark, EMR, Kafka, and Flink.
ivy_mooncake simplifies this process: you can build and manage a data lake using only IvorySQL/PostgreSQL.
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